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Abstract

Resource-constrained IoT devices cache learned models for real-
time decisions, but frequent updates incur substantial bandwidth,
energy, and service overhead. Because decision-relevant model
differences need not grow with elapsed time, we define Age of
Intelligence (Aolnt) as a model-version-relative, client-specific,
and action utility distortion, and formulate synchronization as a
tradeoff between stale-decision regret and refresh cost. Furthermore,
we develop Kullback-Leibler-aware Aolnt Synchronization (KL-
AoINTSYNC), which accumulates output-distribution changes using
client-specific unlabeled probes, whereas Parameter-aware Aolnt
Synchronization (PARAM-AOINTSYNC) uses a server-broadcast
scalar parameter change. Then, we establish pathwise guarantees
with fixed client distributions, action sets, and utilities. The numer-
ical results show that calibrated PARAM-AOINTSYNC reduces joint
synchronization cost by 49% relative to a tuned periodic policy
while performing comparably to KL-AoINTSYNC.
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1 Introduction

The Internet of Things (IoT) increasingly relies on device-side
machine-learning models for latency-sensitive prediction and con-
trol in applications such as industrial automation, transportation,
health monitoring, spatial computing, and smart infrastructure [2,
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8, 14, 22]. Executing inference near the data source can reduce re-
sponse latency and raw-data exposure, and can sustain operation
when cloud connectivity is intermittent. But, the environments ob-
served by IoT devices are often dynamic: sensing conditions, user
behavior, equipment state, and task requirements may change over
time. A model suitable when installed can consequently become
misaligned with its present operating conditions.

Resource constraints make this problem especially challenging.
Many devices can execute a compact inference model but cannot
continuously retrain it, retain numerous versions, or repeatedly
download large updates. A common architecture therefore updates
models at an edge server and lets each device perform inference
with a locally cached copy. This separation creates a downstream
deployment decision distinct from model training: when should
a device replace its cached model with the latest server version?
Every refresh consumes bandwidth and energy, occupies mem-
ory, and may interrupt service while the new model is validated
and installed. Conversely, postponing a consequential update can
degrade the decisions made with stale intelligence. Communication-
efficient distributed-training methods, including federated learning,
adaptive aggregation, event-triggered SGD, and gossip-based learn-
ing [9, 13, 18, 21], reduce the cost of producing a model but do not
determine whether an already trained upstream model is worth
deploying to a particular device.

A natural baseline is to refresh periodically or according to the
elapsed time since the previous update. Age of Information (Aol)
formalizes this chronological notion of freshness [11, 17, 20]. Yet
the operational value of a model need not decay monotonically with
time. During stable operation, an old model may remain prediction-
or decision-equivalent to the latest version; after an abrupt change,
even a recently installed model may become obsolete. This obser-
vation has motivated richer freshness metrics that incorporate cor-
rectness, estimation error, goals, or value [3, 7, 10, 12]. For learning
services, Age of Model measures inference-performance degrada-
tion [5], while Age of Context measures the relevance of the samples
supporting an edge-intelligence service [19]. These approaches es-
tablish that task impact matters, but they do not directly supply the
low-rate signal needed for cost-aware model deployment.

In particular, a constrained device often holds only its cached
model and cannot download and execute every candidate merely
to assess its value. Such an assessment may require storing two
model versions, evaluating representative inputs, and validating de-
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Figure 1: Overview of the proposed Aolnt-Aware synchro-
nization framework.

cisions before installation. Moreover, the labels or rewards needed
to measure decision performance may be delayed, sparse, or un-
available online. Heterogeneous contexts, actions, utilities, and
refresh costs also mean that a single server-side accuracy score
may not characterize the value of an update for every device. An
effective synchronization mechanism must detect consequential
model evolution before deployment, operate without online super-
vision, accumulate gradual changes, and expose a tunable tradeoff
between decision degradation and refresh cost.

We cast this synchronization task as a nonstationary decision
problem with an explicit refresh cost, drawing on variation budgets,
dynamic regret, and switching-cost learning [1, 4, 6, 15, 16]. We in-
troduce Age of Intelligence (Aolnt), the expected utility loss caused
by acting with a device’s cached model rather than the current
server model. Unlike elapsed time or raw parameter distance, AoInt
directly measures the decision consequence of staleness and there-
fore distinguishes model motion from model changes that actually
affect downstream actions.

Our contributions are threefold. First, we formulate cost-aware
model synchronization using Aolnt, a client-specific and action-
utility distortion between the current server model and a device’s
cached model. We then derive a Kullback-Leibler (KL) output-space
certificate satisfying Aolnt;; =r;;(0;;) < Ké}? with high probabil-
ity, where r;; denotes the instant regret of device i under cached
model parameter 0;; and CK denote the approximate KL diver-
gence between cached rnodel and server model. Second, we develop
KL-aware Age-of-Intelligence Synchronization (KL-AoINTSYNC),
which accumulates predictive-distribution changes evaluated on
client-specific unlabeled probes, and its lightweight Parameter-
aware Age-of-Intelligence Synchronization (PARAM-AOINTSYNC),
which uses a single scalar parameter-change signal broadcast by the
server. For both methods, we establish pathwise bounds on stale-
model regret, refresh count, and their joint cost, as well as sublinear
regret when cumulative server-model variation is sublinear. Third,
simulations with heterogeneous clients and server-model paths
containing both gradual drift and abrupt jumps show that PARAM-
AoINTSYNC reduces joint cost by 6.15% and regret by 9.22% relative
to a Instant-Parameters policy, while achieving performance com-
parable to KL-AoINTSyNcC. The proposed framework and its key
components are summarized in Fig. 1.

2 Problem Formulation and Age of Intelligence

We consider an IoT system with N heterogeneous devices N' =
{1,...,N} over a horizon 7 = {1,...,T}. Ateachround t € 7,
the server maintains its latest model 8; € ©, while device i € N
operates with a cached model 0;; € {0;}¢{1,...}. Before observ-
ing or acting, the device either retains its cached model or syn-
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chronizes with 6; at cost c;. Specifically, device i makes a binary
synchronization decision z;; € {0,1} and updates its model as
0t =210 +(1—2;4)0.(7 € [1,1)). Here, z; ; = 0 retains the cached
model, whereas z; ; = 1 installs the current server model 6, before
the round-t action and incurs a normalized refresh cost ¢; € R,.
The total number of model refreshes is M;(T) := Zthl z;+. The syn-
chronization sequence is generated by a policy 7 : @ X © +— {0,1},
and IT. denotes the class of causal policies that use only information
available up to round ¢.

Next, a latent context s;; € S is drawn from ;. Due to space
limitations, we consider a fixed context distribution and leave ex-
tensions to time-varying distributions to future work. Conditional
on this context, 0;; induces a predictive distribution Py, , (yi | si+)
over the outcome space Y. Based on the model output and its
utility function u; : Y X A +— [0, 1], device i selects an action
a;; € A. We impose the following assumption before introducing
the performance metrics.

ASSUMPTION 2.1. For each device i € N, the distribution y;, S
with |S| =8 < oo, A with |A| = A < 00, Y with|Y| =Y < oo, and
c; € Ry remain fixed over T, where | - | denotes cardinality.

Definition 2.1 (Decision Utility, Regret, and Aolnt). For each
devicei € N, let h; : A; X S — [0, 1] be a known utility function.
The optimal expected cumulative reward under model 0 is Vie =
SUPg, e ; B, j~uiyie~Po Clsic) [Yierhi(ais, yir)], and the corre-
sponding oracle value is V" = supg, ¢ a, Bs;~p; [ Zre 7 hi(ai, sie)].
The regret of device i can therefore be decomposed as

Reg, = V' = V¥ =V — VO 4 (vOr —vPir), 1)
This decomposition separates the oracle gap of the current server

model from the additional gap associated with the cached model.
Accordingly, we define Aolnt as

Aolnt;; = sup,e g, Eo, hi (@ Yir) — SUPpse z, Bo; hi(a yie),  (2)
where Eg denotes Ey;,-p,. The cumulative Aolnt bounds the cor-
responding value gap: ), Aolnt;; > Vl.H‘ — vl

1

To focus on evaluating the synchronization process, we impose
the following assumption on the current server model.

AsSUMPTION 2.2. For each device i, the current server model 6,
is e-optimal that satisfies V' — V% < ee > 0, so that Reg;, <

1
€+ (Vie’ - 9”) < €+ Yeq Aolnt; ;.

Aolnt measures a difference in expected action utility rather
than an observed realized reward loss. It may be positive even
when the maximizing action remains unchanged. Moreover, unlike
chronological Aol, it need not increase monotonically between
refreshes, because the server model may move toward or away from
the cached version. The AoInt component measures deployment
inconsistency relative to this reference, without implying that every
newer model is necessarily better for the client’s true environment.
In the following, we write r;; = Aolnt; ;.

Definition 2.2 (Joint Cost). The joint cost incurred by 7 over
the horizon combines stale-model regret and synchronization cost,
where r{ft =rip(m(0r, 0p-1)0; + (1 — (64, 0:-1))0i4):

- Zil Z; [ri’,[t +cim (0, 9;_1)] . 3)
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Definition 2.3 (Output-KL Certificate). For any models 0 and ¢’,
we define the KL certificate as

1
Cr(0,0) := \/EEhMDKL(PG(' [ )llper (- | 5))- (4)
Since the online context s;; and its distribution y; are unknown,
we estimate it by given probes {s(m) }m ,» and estimate it by

a%(0,0') = \/mz * D(po 1™ o 15™)). 6)

Henceforth, we write CKL CKL(G,, 0;:) and C AKL 51‘.(]“(9“ Oir).

Next, we bound the magnitude of Aolnt using the predictive-
distribution discrepancy between the current and cached models.

ProrosITION 2.1 (EMPIRICAL KL CoNTROL OF AOINT). Under
Definitions 2.1 and 2.3, fix (6,, 0;;) independently of M; i.i.d. probes
from iy, Let X(s) = Dit.(po, (- | 9)lIpay, (- | 5)) € [0,B;] almost
surely and D := E,;, X > 0. Forx > 1andd € (0,1), if M; >
B?log(1/68)/[2D*(1 — k%)), then, with probability at least 1 — 6,
| AoInt;, | = |r;,(0;0)] < CK < kCL.

Proor. Bounded utilities, Pinsker’s inequality, | max f—max g| <
max |f — g|, and Jensen’s inequality give | Aolnt;, | < E\/_ 2 <
\/_/ CKL Hoeffding’s inequality gives Pr(ClI.’(tL > l})

e~ 2MiD? (1~ K’Z) /B?

IA

[m]

i < §, proving the claim.

3 Algorithm Design

We now develop synchronization policies 7 that can be evaluated
before a device installs the current server model. Proposition 2.1
shows that the empirical KL certificate controls Aolnt, and hence
stale-model regret, with high probability. In particular, for a fixed
model pair satisfying the probe requirement of Proposition 2.1,
rir(0ip) < CKL < KC with the corresponding high probability.
This relatlon prov1des the basis for the empirical synchronization
certificates developed below.

Direct evaluation of the endpoint discrepancy, however, requires
comparing the current server model with the device’s cached ver-
sion. We therefore begin with KL-AoINTSYNC, which accumulates
output-space changes between consecutive server models, and then
introduce PARAM-AOINTSYNC, which replaces client-specific output
comparisons with ||6; — 6;_1||r. Both mechanisms use the same
timing. At ¢ = 1, device i is provisioned with 6, initializes its accu-
mulator to zero, and acts with 6;; = ;. For each t > 2, it inherits
the previous cache, receives the relevant beacon, updates the accu-
mulator tentatively, tests the threshold, and, if triggered, installs
0; and resets the accumulator Q;, P; = 0 before taking its round-t
action. Otherwise, it retains the inherited cache 0; ; and the updated
accumulator. An overview is provided in Fig. 2.

3.1 Kullback-Leibler-Aware Age-of-Intelligence
Synchronization

The key design parameter governing Algorithm 1 is its synchroniza-

tion threshold. Following Proposition 2.1, we define the KL-based

change between consecutive server models as g; ; := K@f(tL For each

adjacent model pair, Proposition 2.1 implies that Cg(L(tQt, 0:-1) < qit

with high probability whenever its probe requirement is satisfied.
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Figure 2: An illustration of Algorithm 1in an edge-Al system.

To obtain a horizon-wide guarantee, let H := T — 1 and apply
Proposition 2.1 to every adjacent model pair with failure probability
J8/H. Accordingly, it is sufficient that the probe requirement in
Proposition 2.1 be satisfied with § replaced by §/H. In particular, for
each adjacent model pair, the corresponding requirement becomes
M; > Blog(H/S)/ [2D2(1 - K_2)2] . A union bound then ensures
that all adjacent empirical certificates simultaneously dominate
their population counterparts with probability at least 1 — 8.

In practice, each client i provides a fixed unlabeled probe set
S once. The server evaluates each pair of adjacent models on
this set and unicasts the resulting scalar g;,. The signal is client-
specific through the client’s context distribution, yet it requires
neither labels nor observed utilities. To prevent a sequence of in-
dividually small changes from going undetected, device i accumu-
lates the adjacent certificates since its most recent synchroniza-
tion: Q;(¢) = Zi’:nﬁl qic- Because each g is an empirical high-
probability upper certificate rather than a deterministic population
certificate, the resulting control of Aolnt is itself a high-probability
statement. The following lemma makes this relation explicit.

LEMMA 3.1 (CuMULATIVE KL CERTIFICATE). Under a fixed context
distribution y; and action set A;, suppose that the probe requirement
of Proposition 2.1 holds for each adjacent model pair after the most re-
cent synchronization. Define &;; = ﬂf,zmﬂ {CFL(Q[, 0p—1) < q,‘,[} .
Then, on &;;, Aolnt;; =r;;(0;;) < Qi(t)y. Moreover, if each adjacent
certificate has failure probability at most §/H, then

Pr(&iy) 21— (t—11)6/H=1-6. (6)

Proor. Fix t and write 7 := 7;;. The difference between the
current and cached expected utilities can be decomposed along the
server-model path from 6, to 6;. Applying the triangle inequality
gives Aolnt;; = ri;(0;:) < Yi_ryy CXE(0r, 0,-1). On the event &;,
Proposition 2.1 gives CX:(6p, 0,-1) < qie = x@% for every ¢ =
T+1,...,t Therefore, Aolnt;; =1, (i) < X5_.,; CIKL(Q[, 0,_1) <
Q;(t). Finally, each adjacent-pair certificate fails with probability
at most §/H. Applying the union bound over t — 7;; < H adjacent
model pairs gives Pr(&;;) > 1 - (¢ — 7;;)6/H = 1 - 6. O
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Algorithm 1 Certificate-Based AIRSync at device i

Require: Initial model 6, and threshold I for KL-AoINTSYNC or
A; for PARAM-AOINTSYNC
1 Zjg 0, 91‘,1 — 91, and Ti1 < 1
2: Q; « 0 for KL-AoINTSYNC or P; < 0 for PARAM-AOINTSYNC
3. Observe s;; and select a;; using 0;
4: fort=2,...,T do
5: Zip <= 0,0i < 0;4_1,and 74 < ;14

6 Receive qi; = kCKU (6, 0;-1) or d; = [16; — 6,-1|IF
7: Qi—Qi+gqirorP; —P;+d;

8: if Qi >T;or P > A; then

9: Zip < 1,0;; < O, and 75 — ¢

10: Qi—0orP; <0

11: end if

12: Observe s;; and select a;; using 6; ;

13: end for

We next establish the regret-refresh guarantee for the KL-
AoINTSYNC instance of Algorithm 1. Let H := T — 1 and W'IKII“ =
ZtT:Z qir denote the total empirical predictive variation after initial-
ization. Let I; € Ry be the device-specific cumulative-certificate
threshold. Define the horizon-wide event &; := ﬂszz {CﬁL < qi,[} .
Under (3.1), the union bound gives Pr(&;) > 1 - 6.

On &;, the recursion above ensures that Q;(t) controls the
stale-model regret accumulated since the latest refresh. Moreover,
Qi(t) < T; on every non-refresh round. Thus, smaller thresholds
provide tighter high-probability control of stale-model regret but
generally induce more refreshes. For each accepted g, let p;,
count the subsequent non-refresh rounds, including round ¢, in
which it remains in Q;; set p;, = 0 if it triggers a refresh.

THEOREM 3.1 (RESIDENCE-TIME REGRET-REFRESH TRADEOFF).
LetT > 2,T; > 0, and fix p;, A;, and h; over the horizon. Suppose
that the probe requirement (3.1) holds for every adjacent model pair.
Then, with probability at least 1 — §, KL-AOINTSYNC satisfies

Reg, (T !

egi(T) < ), duepic < HI, (7a)
M;(T) < max{o, [WiH/I;] - 1} < Wi/, (7b)
Reg, (T) + c;M;(T) < HT; + c; W, /Ti. (7¢)

The residence-time bound may be sharper than HI; when changes
have short residence times or the accumulated certificate is usually
well below the threshold.

The first bound shows that, on the high-probability event &;,
each accepted predictive change contributes in proportion to its
residence time in the accumulator. A change followed quickly by
synchronization therefore affects few decisions, whereas a persis-
tent change contributes repeatedly. The coarser bound HI; follows
because the accumulator remains below I; on every non-refresh
round. The refresh-count bound, in contrast, follows directly from
the deterministic threshold recursion applied to the observed certifi-
cates g; ;. Each synchronization requires more than I accumulated
empirical predictive variation. Thus, decreasing the threshold pro-
vides tighter high-probability control of stale-decision regret but
increases refreshes, while increasing it has the opposite effect.
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Proor. Consider the event &;. By Lemma 3.1, on every non-
refresh round, Aolnt;; < Q;(t). On a refresh round, 0, is cached
before acting and hence Aolnt;; = r;;(6;) = 0. Therefore, on &;,
Reg;(T) < Xjizyy=0 Qi(t) = ZLQ qi¢pic- The equality counts each
accepted certificate once for every non-refresh round in which it
remains in the accumulator. Because Q;(t) < I} on every such round
and there are at most H post-initialization rounds, Reg;(T) < HTj.

For the refresh count, let ; < - - - < t,,, be the m = M;(T) refresh
rounds and set t; = 1. A refresh at ¢; requires Z;’;tk&l qir > T
These triggering segments are disjoint. Summing them gives mI; <
WlKTL Since m is a nonnegative integer, m < max {O, [WIKTL / I‘i-‘ - l} .
This refresh-count statement follows directly from the observed
certificate sequence and does not require &;. Combining it with
the regret bound on &; gives Reg;(T) + ¢;M;(T) < HT; + c,~Wif<TL/I“,-.
Finally, (3.1) gives Pr(&;) > 1 — §, completing the proof. O

COROLLARY 3.1 (ENVELOPE-OPTIMAL FIXED THRESHOLD). Sup-
pose 0 < WiKL < Wir is known before operation. Under the conditions

of Theorem 3.1, among fixed thresholds, the choice I} = /c;W;r/H

uniquely minimizes the corresponding worst-case envelope and, with
probability at least 1 — §, guarantees

Reg;(T) < /c;HW;r, M;(T) < \|[HW;T/ci, (8a)
Reg;(T) + ¢;M;(T) < 24/c;HW; 7. (8b)

For ¢; = ©(1), W, = O(T) gives an O(T) cumulative-regret
bound, while Wi,T = o(T) ensures sublinear cumulative regret, and
hence vanishing average regret.

This corollary makes the threshold tradeoff explicit. The optimal
fixed threshold follows from balancing the high-probability stale-
model regret envelope against the synchronization cost.

Proor. Let g(T') := HT + ¢;W;r/T (T > 0). Since g”'(T) =
2¢;W;r/T® > 0, g is strictly convex. Solving ¢’ (T') = 0 gives the

minimizer I} = \/ciW;r/H. Substituting this value into the bounds
of Theorem 3.1 gives the stated results. Moreover, Reg;(T)/T <

\ei(H/T)(W;r/T), converging to 0 when W;r = o(T). O
3.2 Parameter-Aware Age-of-Intelligence
Synchronization

Although KL-AoINTSYNC directly tracks client-specific predic-
tive changes, evaluating adjacent models on a separate probe set
for every device introduces additional inference, communication,
and storage overhead that may become substantial in large-scale,
resource-constrained IoT systems. To obtain a lighter synchroniza-
tion mechanism, we therefore relate the KL certificate to parameter
changes measured by the fixed Frobenius norm ||-||r. This relation
enables PARAM-AOINTSYNC to replace client-specific probe infer-
ence with a single scalar parameter-change signal computed by the
server and shared across devices. We first specify the conditions
under which the proposed algorithm is applied.

AssuMPTION 3.1. Along the model path of interest, there is a finite
L; such that CXL(6,6") < Li||0 — 0|

Assumption 3.1 does not imply that every parameter change
affects the device’s decisions. Instead, it provides a conservative
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sensitivity bound along the relevant model path. Unlike the empiri-
cal KL certificate used by KL-AoINTSYNC, this condition directly
controls the population certificate and therefore does not introduce
finite-probe estimation uncertainty.

The following lemma verifies this condition for a softmax model,
where W and W’ are two weight matrices in RWYIXIY1 and ||-|IF

denotes the Frobenius norm, with ||W||f := ZL‘le ZL‘ZI‘ W]zk

LEmmaA 3.2 (SoFTMAX PARAMETER-TO-KL SMOOTHNESS). Let
pw(- | s) = softmax(WT $(s)), where ¢ : S — R? is the fea-
ture representation used by the softmax layer. Furthermore, we
apply a fixed ¢, normalization before the softmax layer: ¢(s) =
Ria(s)/max{ngg(s)”g,Ri}, where a(s) denotes the original feature
vector. We set R; to the prescribed feature-norm bound used in
this normalization and consequently use L; = R;/(2V?2) in PArAM-
AOINTSYNC. Suppose that ||$(s)||2 < R; for every s in the support of
;. Then CIKL(W, W) < Ri||W — W’ ||r/ (2V2). Thus, the smoothness
condition holds under the Frobenius norm with L; = R;/(2V/2).

ProoF. Let A(z) := logX, e and [p.], = €v/¥, V.
Then VA(z) = p, and V2A(z) = diag(p,) — p.p, . For any u,
u'V?A(z)u = Vary.,, (uy). Popoviciu’s variance bound and
max, uy — mingu, < V2|lull, imply uTVZA(z)u < (1/2)|jull?;
hence, A is 1/2-smooth under the Euclidean norm. For a fixed s,
let z = WT¢(s) and 2/ = W’ T ¢(s). Expressing the categorical KL
divergence as the corresponding Bregman divergence of A gives
Dx(pw (- | 9)lpw (- 15)) < (1/9)llz = 2’|} < RIW - W'[[3/4.
Taking expectation over s ~ y;, multiplying by 1/2, and taking the
square root yields CfL(W, W') < Ri||W = W’||r/(2V2).

In the experiments, we enforce the required feature bound using
the fixed normalization ¢(s) = R,-g(s)/max{Hgg(s)Hz,Ri}, where
¢(s) is the original feature vector. Therefore, ||¢(s)|lz < R;, with
given R; and L; = R;/(2V?2). O

PROPOSITION 3.1 (PARAMETER VARIATION CONTROLS AOINT AND
REGRET). Let d; := ||0; — 0,-1||F and P;(t) := ¥i__., dp. Under
Assumption 3.1, Aolnt;; =r;;(0;;) < L;Pi(¢).

Pi(t) is the parameter-space path length accumulated while
device i retains its cached model. Because successive parameter
changes may cancel or occur in directions that barely affect model
outputs, this certificate can be conservative. Nevertheless, under
Assumption 3.1, it provides a deterministic upper bound on Aolnt
and stale-model regret and does not require finite-probe estimation.

Proor. Fix t and let 7 := 7;,. By the same path decomposition
used in Lemma 3.1, Aolnt; ; < ZZ:TH CFL(Qg, 0¢—1). Applying As-
sumption 3.1 to each adjacent pair gives Aolnt;; < L; Y5__ 1110, —
0p—1|lF = L;P;(t), which proves the result. O

We can now obtain the analogous regret-refresh tradeoff for the
PARAM-AOINTSYNC instance of Algorithm 1 by replacing predictive
variation with accumulated parameter variation. Unlike the KL
result, the following bound is deterministic under Assumption 3.1
and therefore does not require the high-probability event &;.

COROLLARY 3.2 (PARAM-AOINTSYNC REGRET-REFRESH TRADE-
OFF). Let VTG .= YT, d;, and let 0,4 count the non-refresh rounds for
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Table 1: Performance comparison on 20 fresh validation
traces. Values are mean + standard deviation.

Method Regret Refreshes Total Cost
Param-AoIntSync  430.32 + 82.66  84.40 + 5.49 451.42 + 83.08
KL-AolIntSync 432.53 + 80.71 74.20 £2.67  451.08 £ 80.99

Instant-Param 474.02 + 135.03 28.00 + 11.16 481.02 + 134.19

which an accepted d; remains in P;. Define S; := Zf:z deoip. Then
the PARAM-AOINTSYNC instance of Algorithm 1 satisfies

Reg,(T) < L;S; < LiHA;,  Mi(T) < VE/A;, (9a)
Reg,(T) + ¢;M;(T) < LiHA; + ¢;VE /A, (9b)

IfVTg < Vﬁ, the last envelope is minimized by A} = Jc,»VTG/(LiH),

and is at most Z,ILiciHVTG. Hence, constant c;, L; and VTQ = o(T)

imply sublinear cumulative stale-model regret.

This result mirrors the KL-AoINTSYNC tradeoff, with the
parameter-path budget VY? replacing predictive variation. The
sensitivity constant L; maps the server model’s common parameter
motion to a client-specific deterministic bound on output variation.

Proor. Let N; be the non-refresh rounds after initialization. For
t € N;, Proposition 3.1 gives Aolnt; ; = r;;(6;;) < L;P;(t), whereas
refresh rounds have zero stale-model regret. Summing over N; and
exchanging the two finite sums yields Reg;(T) < L; X;c 5, Pi(t) =
L; ZLZ dyoi¢. The equality counts each accepted increment dy once
for every non-refresh round in which it remains in P;. Since P;(t) <
A; and |N;| < H, Reg,(T) < L;HA,.

For the refresh count, write the refresh rounds as t; < --- < t,,,
and set ty = 1. Each triggering segment contains more than A;
path length, and the segments are disjoint. Hence, mA; < VY,
which gives M;(T) < Vﬁ/Ai. Adding ¢;M;(T) gives Reg;(T) +
eMi(T) < LiHA; + ¢;VZ/A;. With V? < VP, define f(A) =
LiHA + ¢;VZ/A. Since f”(A) = 2¢;VE/A® > 0, f is strictly con-

vex. Solving f’(A) = 0 gives A} = 1[C,—VTH/(LiH). Substitution
gives Reg,(T) + c;Mi(T) < 24/Lic;HVY. Finally, Reg,(T)/T <

JJLici(H/T)(VE/T) — o, Ve =o(T). o

4 Numerical Results

We evaluate whether the proposed methods realize the predicted
regret-refresh tradeoff and whether cumulative model changes
improve synchronization. We compare Param-AoIntSync and KL-
AoIntSync with Instant-Param, which refreshes when ||0,—0;_1||r >
§ without accumulating sub-threshold changes.

We consider an exogenous three-class softmax model over T =
600 communication rounds and N = 8 heterogeneous clients. The
server model evolves through gradual Gaussian parameter drift
with standard deviation 0.006 together with six abrupt changes
of Frobenius norm 1.6. Each client has a finite population of 1024
contexts and 96 fixed unlabeled probes. The refresh cost is ¢; = 0.25.
The synchronization thresholds are selected using calibration traces
and then frozen before evaluation on 20 fresh validation traces.
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Figure 3: Regret and refresh-cost tradeoff. The first three panels show Param-AolIntSync’s calibration results as its threshold
varies; the vertical dashed line marks the selected threshold A = 2. The last three panels compare cumulative regret, refresh
count, and total cost over 20 fresh validation traces. Main-panel shading denotes one sample standard deviation.

We first compare the overall performance of the proposed cumu-
lative synchronization policies with the non-accumulating Instant-
Param baseline. Table 1 reports the mean and standard deviation
of regret, number of model refreshes, and total cost over 20 fresh
validation traces. As shown in Table 1, Param-AolIntSync and KL-
AoIntSync achieve mean regrets of 430.32 and 432.53, respectively,
compared with 474.02 for Instant-Param. Their corresponding to-
tal costs are 451.42 and 451.08, both lower than the 481.02 ob-
tained by Instant-Param. This improvement is achieved at the ex-
pense of more frequent synchronization: Param-AoIntSync and
KL-AoIntSync perform 84.40 and 74.20 refreshes on average, re-
spectively, whereas Instant-Param performs only 28.00.

To further illustrate the regret-refresh tradeoff, we examine how
cumulative regret and refresh cost vary with the synchronization
threshold and evolve over time in Fig. 3. Figure 3 first illustrates
the calibration of Param-AoIntSync under the true-action regret
metric. Increasing the parameter threshold A generally reduces the
number of model refreshes by allowing the cached model to tolerate
larger accumulated changes before synchronization. This reduction
in communication comes at the cost of increased decision loss,
producing the expected regret-communication tradeoff. Under this
objective, the selected Param-AoIntSync threshold remains A = 2,
while the KL-AoIntSync threshold is adjusted from 0.2 to 0.3152.

The regret trajectories in Fig. 3 make the resulting performance
difference visible. Although Instant-Param communicates substan-
tially less frequently, its cumulative decision loss grows above those
of Param-AoIntSync and KL-AoIntSync. The additional refreshes
help prevent decision loss that would otherwise accumulate un-
der the non-accumulating baseline. Overall, by accumulating small
model changes, our methods achieve lower true-action regret and
total cost than Instant-Param, at the expense of more refreshes.

5 Conclusion

We introduced Aolnt, a decision-aware measure of model fresh-
ness, and developed KL-AoINTSYNC and the lightweight PARAM-
AoINTSYNC with regret-refresh guarantees. Experiments show that
both methods achieve lower observed mean true-action regret and
total cost than a non-accumulating parameter-change trigger, at the
expense of more refreshes. Neither requires online labels or rewards,
while PARAM-AOINTSYNC avoids client-specific probe evaluation.
Future work can entail extending our framework to simultane-
ous model and environment drift, joint training and deployment,
integration of application-centric objectives and trade-offs, and co-
ordinated multi-device synchronization. Also, it can entail exploring
continual federated learning checkpoints, certificate conservatism

for larger models, adaptive distance measures and threshold calibra-
tion under changing model dynamics, and deployment in emerging
settings such as spatial intelligence under smart Al glasses.
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